MAGIE

Mass of data Applied to Grids: Instrumentation and Experimentations
Abstract

Data and computing grids technologies have now reached a sufficient quality to allow the deployment of large scale production infrastructures such as EGEE, consisting of 12000 processors, 5 PetaBytes shared worldwide among 130 nodes, dealing daily with several thousand jobs. The various scientific fields using EGEE (Astrophysics, Bioinformatics, medecine, particle physics and Earth sciences) all share  huge needs relative to data storage, data access and data mining. A certain number of blocking problems and bottlenecks have already been identified, linked to the data volume (several PetaBytes) and to the files number (several millions) that will have to be dealt with. The observation and instrumentation of the EGEE production infrastructure, because of its very large user community and its very demanding storage and access requirements, will allow in a unique way to collect very precious informations and to propose innovative solutions, in a context where scaling is a immediate necessity, on workflow, databases, mediation systems, mining and learning. The validation through experimental data taken at the relevant data scale is an essential asset of this project. A close and novel collaboration will thus be built on the ground between the various users communities and the computing scientists, as can be seen in the countries were similar initiatives were launched (UK, US). In addition, MAGIE will allow to create a very interesting synergy between EGEE, a production infrastructure, and GRID5000, the French grid research infrastructure. Measurements collected on the former will provide experimental input to the latter, new methods derived from GRID5000 work will be tested on EGEE. A few nodes of the French EGEE grid will have to be equipped with significant storage capacity in order to enable relevant measurements. It is also necessary to allow storage experiments in parallel to the production needs. This hardware investment will complement the very large effort provided by the various EGEE-France partners (CNRS, CEA, Europe, Regions, Departments). The total financial request is 2 M€, 50% to recruit computing scientists, and 50% for storage hardware. Our consortium is made of 18 laboratories representing the user communities and a strong contingent of computing scientists, specialized in data transport, storage, access and mining.
1. Preamble and Partnership

Very large computing and data grids have been recently been set up as production infrastructures , allowing various scientific communities to develop new powerful methods and produce new results in a novel fashion.  The EGEE (http://www.eu-egee.org) project is a good example of such infrastructures, with vast computing and storage resources (12000 processors, 5 PetaBytes of storage) made available to several hundred users on 24h/24h basis. This new computing object needs to be understood in great detail to make sure it will be able to satisfy the huge future needs. The MAGIE (Mass of data Applied to Grids: Instrumentation, Experimentations) project has been set up to address this goal, concentrating on the most demanding issue of data access, storage, transport and mining. Experienced users, with very demanding data needs and computing scientists with expertise on all the fields mentioned above have decided to join their forces to create the experimental conditions and measurements that will provide a unique testing ground for novel methods proposed by advanced computer science research labs. The MAGIE consortium thus represents a total of 18 laboratories, equally split between advanced grid user communities involved in four different scientific disciplines: Earth Sciences, Life sciences, Astrophysics, High Energy Physics and pioneering computing research in domains related to large data sets. The complete list of the teams with the CVs of the team leaders is given in Appendix A. MAGIE will develop very close ties with several other grid projects or infrastructures in France and internationally, such as the french grid research infrastructure GRID5000. In addition, several laboratories or projects, including industrial partners have expressed their support to MAGIE: they are listed in Appendix B.
  Although MAGIE requests a large budget from ANR, this sum represents only a small fraction of the efforts the various user communities are already investing in grid based activities. In particular, no manpower is requested to ANR  to operate the grid and produce the experimental results MAGIE relies upon. (see section 5)
In summary, MAGIE is a great opportunity to make decisive strides in grid research and to bring together large user communities and advanced computing research , using quantitative measurements and experimentations on a real  large scale  production grid infrastructure. 
2. Project organization

Given the very large size of the MAGIE project (18 laboratories and ~100 people) , it has to be very well structured. MAGIE is structured around a project office, 9 partially overlapping workpackages, a collaboration board, and a  resource  board.  An external advisory committee will be set up to monitor the project activity and to provide external guidance. Short description of these various entities is provided below:
2.1 Project office

The project office has the role to provide global management of the project, monitor its progress, prepare the documents for the various reviews and reporting requests, deal with the financial aspects. It will also be responsible for outreach and dissemination, contact with associated partners from the academic or industrial world.  The project office consists of the project coordinator, secretarial help from the coordinating laboratory and the executive board formed by the 8 Work Packages leaders. 
2.2 Collaboration Board (CB)

The two primary roles of the CB, made up by one representative from each participating lab, is to select the project coordinator and to make sure that the information flows well within the project. The CB meets twice a year to hear a status report, discuss any important issue, decide on new memberships,..
2.3 Resource  board (RB)

The RB primary role is to monitor the usage of the   storage capacities provided by MAGIE to the various users communities, to make sure that they are used to the best interest of the MAGIE project.  It membership consists of the project coordinator, one representative from each user community, and two representatives chosen by the CB. Local resource managers are in attendance. 

2.4 External Advisory Committee

Three international experts on grid computing will be asked to monitor MAGIE and provide regular guidance to the project Office. 

2.5 Workpackages
MAGIE is organized into 9 WP, partially overlapping: 4 are related to computing research themes, 4 to each main applications domain and one to data transport issues,.

WP1: Towards a grid observatory
 WP2 Scientific Data Mining

WP3 Grid-enabling scientific workflows

WP4 : Data security

WP5 : Earth Observation

WP6 Life sciences

WP7 Astrophysics

WP8 High Energy Physics

WP9 Data transport

3. Computing science themes  in MAGIE 
3.1 Overview
Les travaux de recherche et les déploiements de grilles ont abouti à un relatif consensus sur quelques grandes fonctionnalités et concepts au niveau du basic middleware : structuration en organisations Virtuelles, masquage de la localité par réplicas, système de fichier global, scheduling réparti et orienté par les données. 

Data intensive applications require advanced tools in order to reap the full benefit of the grid. These tools are of two classes: software related to information access on one hand, and data analysis on the other hand. 

La complexité des applications réelles impose de définir, entre les applications elle-même  et le basic middleware, un niveau de services intermédiaires, autour de la problématique opérationnelle de l’accès aux données. Deux objectifs sont critiques de ce point de vue : performances à vraiment grande échelle d’une part, et pour certaines applications au moins, la sécurité et la confidentialité. The design of tools in this area has significant intersections with many fundamental research areas, which are themselves interrelated.

D’autre part, la problématique scientifique au niveau de l’analyse des données des applications (physique, géophysique, biomédical), et aussi pour l’interprétation des données de fonctionnement de la grille, se transcrit au niveau informatique vers les problématiques de fouille de données et d’apprentissage statistique.

Le lien entre la problématique scientifique et la problématique opérationnelle se situe au niveau de la l'utilisation de méta-données pour la représentation, l'interprétation et la formalisation du contenu des données. 
L’infrastructure de la grille elle-même relève de la même problématique. Une grille de calcul et de stockage combine un ensemble de composants, réseaux, processeurs et accès aux données, qui sont des systèmes complexes au sens technique du terme. La très grande taille d'un tel système distribué s’oppose à une modélisation purement analytique ; sa topologie et son état à un instant donné ne peuvent être qu’approximés ; son utilisation en production conduit à l’apparition de conditions de charge non contrôlées et parfois imprévues. La grille constitue elle-même un objet d’étude en tant que phénomène, certes artificiel, mais dont les lois de comportement ne sont pas connues, avec deux objectifs, respectivement à court et moyen terme. 

· En gestion de production, en particulier du point de vue de la détection/récupération des erreurs, et plus généralement de l’étude de la dynamique de l’usage des ressources.

· En conception, en vue d’une modélisation qui fournisse des hypothèses réalistes pour l’étude des systèmes distribués à très grande échelle, la recherche de politiques optimales et l’algorithmique applicative sur ces systèmes. 

Les nombreux travaux en informatique fondamentale, en particulier dans le domaine des BD, MS et de la fouille de données ont développé des méthodes, des algorithmes et des environnements largement validés au niveau scientifique ; cependant, le fossé entre ces travaux et leur adoption dans la pratique des utilisateurs scientifiques reste significatif. 

Si la France dispose grâce à Grid5000 et des dispositifs d'émulation tels que Grid Explorer d'un outil d'expérimentation pour les problèmes de grande taille posés par les grilles, elle ne dispose pas d'éléments représentatifs fiables sur leur comportement in vivo, face à la complexité introduite par la souplesse des très grandes grilles en production comme EGEE, et la prise en charge d'applications traitant des volumes hors échelle de ce qui se faisait jusque là en terme de volumétrie et de diversité. To give some idea of this complexity, in EGEE:

· about 30 VOs (virtual organisations of a community of users and resources) access 30 Resource Brokers launching jobs sharing computing elements (in general clusters) from more of one hundred computing centres around the world through network branches provided by NRENs and international links

· High Energy Phisics experiences produce 4*40 millions events each second (15 PB/year) and their 109 files/year must be taken in charge through four levels of computing centers... and 6000 physicists that want an immediate access to analyse ad visualise these data very often at the same time!

· some biochirurgical applications have demonstrated their capability on EGEE to manipulate in real time 3D images of human bodies (slices from 20 KB to 400 MB) with surgery tools penetration and will be put at disposal of hospitals 

· data for climate and universe applications are shared between multiple organisms and must be found through metadata describing ontologies, access rights, access protocols own by each organism

· etc.

3.2 Goals

Les objectifs de ce projet multidisciplinaire sont 
· L’interaction entre d’une part certains des travaux de recherche en informatique fondamentale dans le domaine de l’accès aux données et d’autre part les disciplines scientifiques utilisatrices de la grille. Cette interaction vise : 

· Transfert de compétences en fournissant les fonctionnalités avancées qui permettront de passer à l’échelle de la grille les modes de travail des disciplines.

· La possibilité d’expérimentations et de déploiements à vraiment très grande échelle des travaux de recherche en informatique, sur la base d’une grille de production. 

· Contribute to an experimental theory of grids systems through the initiation of a grid observatory. Models inspired by extensive observations should provide rationales for engineering design and choices, which are based currently on educated intuition, and should also be subject to elaboration and even refutation with the improvement of acquisition methods.

3.3 Methods

1. Real scale: application data & production grid - consequences

· EGEE 

· A significant part of the deliverables are assessment reports

2. Focus on some issues where

· The data access component is dominating

· The solutions which will be designed are amenable to experimentations at the real scale

· Impact on the applications or the EGEE middleware is possible

3. Une démarche simultanée centre d’expertise (pour les utilisateurs) et recherche fondamentale.

3.4 Contexts

<à completer CS labs>

Modelling very large systems 

Les modèles analytiques de grilles ne répondent plus à la complexité induite par l'exécution d'applications très différentes entre elles sur des très larges grilles. Ces très larges grilles sont maintenant formése par des systèmes dynamiques au sens de la variabilité des ressources offertes, du workflow applicatif et des interactions entre VO (communautés virtuelles d'utilisateurs et de ressources).,. En particulier, ces problématiques ne disposent pas d'une vérité terrain, interprétation exacte unique qui puisse servir de référence pour calibrer les algorithmes d'analyse, de fouille et d'interprétation des données. Le problème devient en conséquence de déterminer l'espace de recherche (classes d'interprétations - problème de sélection de modèles), les critères d'intérêt (qu'est-ce qu'une interprétation intéressante), et un mode d'interaction pertinent (trouver un compromis entre le temps nécessaire pour proposer une solution, et la qualité de cette solution, qui permette à l'expert d'entretenir un dialogue satisfaisant avec le système - problématique des algorithmes any-time).

Un aspect fortement innovant du projet MAGIE concerne ainsi la réalisation de fonctionnalités de modélisation, également pertinentes pour les utilisateurs et pour les administrateurs de la grille, à partir de l'observation d'une des plus larges grilles multidisciplinaires mondiales. 

Related WP: Grid Observatory, Scientific Data Mining

Related applications: HEP, earth science, Astrophysics

 Workflows and scientific computing

Workflow management systems (WMS) have a well established popularity as support tools for business processes. Software tools to generate workflow process definitions from business models exist. La transition depuis le modèle d’exploitation orienté multi-séquentiel simple et purement par lots (batch), vers un modèle généraliste, incluant la prise en compte de workflows complexes et dépendants des données, émerge comme demande d’applications variées. 

Cette question est particulièrement brulante actuellement, dans trois types de communautés. Il est d’ailleurs remarquable de constater qu’elles désignent ce qui est fondamentalement une problématique commune par des termes différents : workflows  dans le monde industriel et dans la communauté systèmes parallèles et répartis, dataflows dans celle de la médiation sémantique et data challenges dans celle des utilisateurs de grille. 

Recent research efforts strive to integrate access control mechanisms into those tools. Access control is of major importance for such environments, especially if a shared resource is used both in the grid and for internal purposes of the organization. 

Related WP: Enabling data-intensive workflows, Security

Related applications: earth science, Bioinformatics

Security and privacy

In the recent years, much works have been done on the basic tools for security in computational grids, with two main contributions: authentication (so that users can be recognized across institutional boundaries in virtual organizations), and transport security (so that data can be transmitted from one site to another without being disclosed). Authorization is most of the time based on authentication and mapping between global identities and local rights in the distributed system. In EGEE, for instance, VOMS (Virtual Organization Management System) gives attributes to users, these attributes being used to allow or deny access to resources. We believe that this approach does not cover completely the needs of some user communities. Medical applications for instance needs more fine grain access control than what is included (or will be in the near future) in EGEE middleware; in some extreme cases, raw data simply cannot be published, and the challenge is to define the meaningful attributes and the appropriate associated operators. 

Related WP: Security, Scientific Data Mining

Related applications: earth science, Bioinformatics

<tableau à completer>

In summary, the research work in MAGIE will be structured around the following workpackages
	WP 
	Leading partner
	SubTasks
	Participants

	1. Towards a grid observatory
	LRI
	Trace collection
	LRI, LAL, L2S

	
	
	Grid Models
	LRI, L2S

	2. Scientific Data Mining
	LRI
	Basic research
	LRI

	
	
	Centre of expertise
	LRI, L2S

	
	
	Prospective
	

	3. Grid-enabling scientific workflows
	J. Montagnat
	
	I3S

	4. Data Security
	
	Access Control and Encryption
	LIRIS

	
	
	Workflow security
	LIRIS

	
	
	
	


Worpackages description

4.1 WP 1. Vers un observatoire de grille 

WP1.1 Monitoring et recueil de traces 

L’objectif final de cette activité est le déploiement d’une base de traces de fonctionnement de la grille basée sur l’enregistrement des évènements d’EGEE,  accessible à la communauté (par exemple à travers un portail) et interopérable avec d’une part les environnements de monitoring et d'affichage de métriques tels que MapCenter ou autres spécifiques à certains middlewares, d’émulation/simulation classiques (par exemple les outils apparentés à Ganglia, comme gangSim), d'extraction d'information sur le suivi de consommation de ressources indépendamment des variations de charge (UR), d’autre part les outils nouveaux développés dans Grid’5000 si une collaboration peut s’établir. Cette base visera à la fois à fournir des données brutes correspondant aux problématiques classiques, en particulier celles liées à la localisation de données (placement, réplication, localité, transferts), d’autre part des interfaces vers des outils d’analyse statistique et de fouille de données. 

En l’état actuel de la collaboration, les objectifs viseront en priorité le couplage entre localisation des données et du calcul, et le tracking de l’exécution des workflows complexes. 

Par rapport à ces questions, il est souhaitable d’explorer de façon approfondie dans quelle mesure les systèmes d’information déjà existants peuvent ou non répondre à ces demandes nouvelles. Il est à noter que la plupart des outils aujourd'hui disponibles sont aujourd'hui à la limite de l'utilisabilité sur EGEE, de par sa taille en nombre de ressources à monitorer et les volumes traités. Un autre  point difficile est la réalisation de plans d'expérience et de vues associées à ces demandes, les systèmes existants étant organisés en vue de l’opérationnel. 

Ceci pourrait contribuer à identifier d’éventuels points bloquants en particulier au niveau des requêtes à grain fin. Ces demandes en provenance de la communauté informatique constitueraient de nouveaux « use cases », à la fois pour le WP XXXX et pour le projet EGEE, et pourraient ainsi influer sur les développements futurs. L’architecture R-GMA (Relational Grid Monitoring Architecture) de EGEE est organisée pour permettre le déploiement de systèmes d’information nouveaux. 

Mais R-GMA n'est qu'un outil de collationnement. Il convient d'améliorer la qualité des informations prélevées en amont, d'insérer de nouveaux points de mesure notamment en ce qui concerne l'accès et la distribution des données, tout en veillant à leur traitement en temps réel et en background dans des temps compatibles avec les besoins malgré les volumes engendrés à partir de chaque point de mesure. 

Grâce à cette instrumentation, des 'data challenges', c'est à dire des plans d'expérience basés sur des benchmarks orientés vers le traitement de données massives, seront organisés sur la grille EGEE, afin d'observer les apports des équipes du projet sur une très vaste échelle. Les résultats pourront alors être comparés à ceux obtenus dans d'autres environnements, plus dédiés à l'expérimentation et permettant entre autres des modifications au niveau du middleware.

Cette activité recherchera une collaboration forte avec le NoE CoreGrid, en particulier son Institute on Grid Information and Monitoring Services. 

WP1.2. Fouille des données de la grille 

L’objectif de cette activité est de contribuer à la modélisation du comportement de la grille par l’analyse des données rassemblées par l’observatoire. La complexité des composants individuels de la grille, de leurs interactions, et la structure fondamentalement décentralisée de l’utilisation de la grille, rendent réalistes l’application d’un modèle de modélisation/optimisation de fonctionnement par découverte de connaissances et expérimentation. 

Le développement de ces méthodes nouvelles d’analyse des données demande un dialogue pluridisciplinaire approfondi, qui intégrera   : 

· du côté de la compétence fouilles de données, un noyau théorique et algorithmique commun avec des applications présentées ailleurs, au confluent de l'apprentissage statistique, de la fouille de données et de l'optimisation non-linéaire et/ou stochastique. Ces approche sont décrites plus en détail dans le WPxxx.

· du côté d’EGEE, d’une part l’expertise en acquisition et gestion de grandes masses de données, qui est un acquis collectif; d’autre part, la compréhension de la complexité des questions opérationnelles, qui sont essentielles pour une réalisation efficace.

4.2 WP 2. Fouille de données scientifiques

Nous situerons brièvement les dimensions stratégiques de la recherche proposée (applicative, fondamentale et prospective), avant de décrire de manière détaillée les fonctionnalités qui seront étudiées et réalisées dans le projet.

4.2.1 Dimension fondamentale

Un axe de recherche fondamentale, en coopération avec le réseau d'excellence PASCAL (http://www.pascal-network.org), s'intéresse aux impacts du modèle de calcul et de stockage proposé par les grilles sur l'apprentissage statistique et la fouille de données, du point de vue d'une part du passage à l'échelle des algorithmes, d'autre part des opportunités nouvelles apportées par une puissance de calcul virtuellement illimitée. Les avancées fondamentales à rechercher concernent:

· La confrontation des bornes statistiques existantes au niveau non-asymptotique (bornes généralement estimées trop conservatives) et asymptotiques (estimées trop optimistes), avec la convergence empirique observée sur des données de très grande taille.

· La qualification des algorithmes existants en fonction des paramètres d'ordre des problèmes (volume, distribution des données, critères de spécificité ou de sensibilité cherchés), en vue de déterminer les algorithmes les plus performants dans une région des paramètres d'ordre donnée.

· L'étude théorique de l'apport des portages de méthodes sur des architectures très distribuées, prenant éventuellement en compte le type de distribution des données pour proposer des bornes affinées.

· Les problèmes nouveaux en représentation des données introduits par les contraintes de privacy qui peuvent être associées au traitement sur grille.

This activity will have a concrete implementation, through the specification of “data challenges” for the PASCAL NoE; a data challenge is an analysis challenge for which a dataset is provided to the competitors. The same concept is proposed for the first time at SC (Supercomputing) 2005; the experience with the PASCAL data challenges will be exploited to apply to SC analysis challenge.

4.2.2 Expertise applicative.

Au delà des algorithmes répondant aux problématiques déjà identifiées par les partenaires, qui seront détaillées ci-dessous, le projet MAGIE cherchera à mettre à la disposition de la communauté des utilisateurs un Centre d'Expertise, en s'inspirant d'initiatives comparables au niveau européen.

Ce Centre d'Expertise aura pour fonction de diriger efficacement les utilisateurs vers les experts et les approches les plus appropriées du domaine de l'apprentissage statistique et de la fouille de données. Il favorisera également la veille et la réactivité scientifique, en facilitant la détection des grandes tendances et les évolutions des applications considérées. 

Plus spécifiquement, les méthodes considérées sont

· Recherche de motifs spatio-temporels 

Le but est de passer d'une représentation brute des données à des représentations concises et interprétables : identification de motifs pertinents, par exemple stables selon une dimension temporelle et une dimension spatiale (objectifs antagonistes) ; identification de scénarios et de succession de motifs ; catégorisation et affichage des scénarios typiques. 

Un premier objectif fondamental concerne la mise au point d'approches et d'algorithmes flexibles, adaptés aux types de critères explicites disponibles (critères monotones, volume de solutions attendues) et leur localité (zones actives, zones de rupture de la corrélation). 

Un aspect essentiel est celui du compromis entre la qualité et la complétude des solutions, et les ressources en temps de calcul (algorithmes any-time). Un second point concerne la prise en compte de l'objectif généralement multi-critères de l'utilisateur : les critères intéressants (e.g. généralité vs précision) sont antagonistes, et le compromis souhaité entre ces objectifs peut évoluer. 

· Complexité stochastique et transition de phase 

La modélisation théorique des grands systèmes s'inspirera des approches de complexité stochastique connues sous le nom de transition de phase : identification des paramètres d'ordre (taille du problème, type et structure du graphe d'interactions des composants) ; Modélisation de sous-systèmes partiels et/ou correspondant à une région particulière des paramètres d'ordre ; évaluation de l'hétérogénéité des sous-systèmes et de la confiance des modèles ; recherche de phénomènes de transition de phase, localisant les limites des modes de fonctionnement du système. 

· Méthodes non-linéaires boîte noire ou boîte grise

Lorsque des modèles détaillés à base de connaissance ne sont pas disponibles, ou que leur simulation s’avère trop coûteuse, on est conduit au développement de modèles non linéaires simples du comportement entrée-sortie de systèmes (modèles boîte noire). Une fois construits, ces modèles peuvent être utilisés pour optimiser des comportements tout en tenant compte des exigences de robustesse des solutions. Il est particulièrement important de développer des méthodes permettant de construire des modèles simples et efficaces à partir d’un nombre d’expériences qui soit le plus petit possible. L’engouement pour les réseaux de neurones dans ce contexte semble refluer au bénéfice de méthodes scientifiquement plus ambitieuses comme les Support Vector Machines ou plus généralement les méthodes à noyaux reproduisants. Le krigeage fournit un cadre probabiliste très adapté pour résoudre les problèmes cruciaux pour ces méthodes à noyaux que sont le choix d’une structure de noyau, l’estimation des paramètres de cette structure et la caractérisation de l’incertitude sur les prédictions fournies par le modèle. Les résultats méthodologiques récents du L2S sur les problèmes multivariables (plusieurs sorties dépendant de plusieurs facteurs) sont très prometteurs et doivent être exploités.  Il en est de même de nos résultats sur la prise en compte d’information a priori pour arriver à des modèles de type boîte grise, dont on peut attendre de meilleures performances qu’avec des modèles purement boîte noire. Notre participation à ce projet nous donnera en particulier l’occasion d’envisager la modélisation boite noire ou grise du système complexe que constitue une grille de calcul à partir de l’observation de son comportement.
4.2.3 Dimension prospective

Les données générées et traitées dans le cadre des sciences physiques se fondent majoritairement sur des structures spatio-temporelles. Cependant, l'exemple de la bio-informatique et de la médecine montent la nécessité de faire face à des données structurées complexes. Il nous paraît absolument nécessaire d'anticiper la montée, en complexité et non pas seulement en volume, des données pertinentes dans la masse d'expériences que produira ou traitera une grille. Les annotations des données (calibration, modes de production, environnement logiciel) sont effectuées le plus naturellement sous forme textuelle, quel que soit leur mode de conservation ultérieur. L'utilisation de telles annotations contrôle largement la possibilité de partager les données pour certaines applications (imagerie médicale), et leur réutilisabilité à long terme dans tous les cas. Un axe de prospective concernera donc la jonction avec les standards de fait des données structurée (XML). 
4.3 WP 3 Enabling data-intensive workflows 

La mise en oeuvre de worfklows sur la grille soulève la double problématique de (1) l'exécution optimale de tels workflows et (2) des techniques d'interactions des composants logiciels les composant.

1. La communauté des systèmes parallèles et distribués a réalisé de nombreux travaux portant sur l'ordonnancement de workflow qu'il convient d'intégrer et d'adapter en fonction des hypothèses propres à une infrastructure de grille de calcul/données. Schématiquement, il s’agit de passer d’un modèle de programmation, où la granularité est celle des données/instructions/tâches, à un modèle de production où la granularité se situe au niveau  fichiers/services/jobs. Dans cette configuration, le gestionnaire de workflow doit être capable de réaliser un ordonnancement en prenant en compte les données à traiter, celles-ci représentant souvent un potentiel de parallélisme bien supérieur à celui du workflow lui même. Le workflow ne peut donc pas être mis en correspondance avec les ressources en fonction de sa structure seule mais en fonction des données à traitées également. En outre, le coût de transfert des données doit être finement évalué en regard du coût de calcul, la collection de traces d'exécution pouvant permettre l'estimation de ce coût sans intervention de l'utilisateur. Enfin, l'allocation des ressources doit être réalisée de manière optimale sous la contrainte que l'état de la grille à un instant donné, et en particulier le nombre de ressources disponibles, ne peut pas être connu de manière déterministe.

2. Le modèle des services web émergeant actuellement comme standard pour l'accès aux services de grille est à la fois trop simpliste et incapable de manipuler de grands volumes de données. Les tâches individuelles d'un workflow sont mal représentées dans ce modèle qui devra évoluer pour permettre l'enchaînement efficace des tâches de calcul (en limitant au maximum les échanges de données) et l'intégration d'appel à des tâches complexes pouvant nécessité un couplage fort et des performances d'exécution élevées en raison de leur granularité.
4.3.1 Expected results

I. L’intégration des résultats des WP (workflow et tout ce qui est relatif à l’accès aux données)  dans un démonstrateur et le déploiement d’applications.

Conformément à sa définition comme multi-thématique, MAGIE vise à la fois des résultats de recherche en informatique et dans les applications. Pour que ces deux objectifs restent intégrés, les contraintes des deux domaines doivent être confrontées de façon précise sous forme de réalisations, sous deux formes : 
i. Le déploiement des services stables pour quelques applications participantes, à échelle de production. 
ii. L’intégration des services nouveaux dans un démonstrateur ; ce démonstrateur ciblera le passage à l’échelle des concepts développés dans toutes les tâches, sous des contraintes applicatives réelles ou simulées. 

The deployments are applications facilitated by the new functionalities, possibly application-specific; the demonstrator targets a proof of concept, focusing on the coherency of the proposed solutions under realistic constraints either real or simulated, with robustness requirements scaled down vs  the deployment item.
II. Contributions to a grid Observatory

iii. A database of traces of EGEE activity, focused on data access, medium grain (jobs, files) and user-related (location, VO) information. The scope of the monitoring activity, and thus the extent of the database, could be extended (eg towards network monitoring), depending on the collaborations that could be established in the course of the project with other projects, especially with Grid 5000 focused. 

iv. Synthetic characterization of grid activity through relevant parameters, eg intrinsic locality of references (spatial, temporal, as a relation graph and its projections along the spatial and temporal dimensions), 

v. Contributions to operational issues such as fault classification

III. Advances in <distributed data access> 

<à completer  par CS labs>

IV. Improved data analysis methods
Les résultats attendus sont :

vi. Experimental qualification of the research algorithms  over very large datasets.

vii. Contributions to the following issues

· Auger Observatory : identification of the primary

·  <à compléter par application labs>

V. Impacts 

. 4.3.3. Query optimization
In heterogeneous databases distributed on a grid, the proposed optimization methods strongly reveal their limits. Indeed, the performance of an execution plan generated by a traditional optimizer can be totally inefficient for three main reasons: i) the centralization of the decisions taken by the optimizer, ii) the inaccuracy of estimates, iii) and the resource unavailability. 
The centralization of the optimization methods generates a bottleneck and produces a relatively heavy message passing which can lower performance and prevent the scalability. It becomes thus convenient to make autonomous and auto-adaptable execution of the queries on a GRID.
The problems of optimization due to the inaccuracies of the estimations and to the unavailability of data were extensively and widely studied in a parallel and distributed environment by considering only the models of classical distributed execution such as message passing, the remote procedure call or the remote object invocation. An alternative [Arc 04] consists in making autonomous and auto-adaptable the execution of the queries to limit the communications on the network (i.e. replace remote interactions by local interactions). In this perspective, a new investigated approach consists in leaning on the programming model of mobile agents. The fundamental difference with the classical migration process is mainly the initiator of the migration. While process migration is triggered by a runtime manager, mobility is decided autonomously –proactively- by the agent themselves. Furthermore, the mobile agent-based platforms offer only mechanisms for agent mobility but no policies. It is for this reason that we wish to design and to develop an execution model based on mobile agents and a proactive migration policy.
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4.4 Work Package DS : Data Security 
This Work Package is split in two parts : DS1 mainly focus on the implementation of access control mechanisms in a real production grid, while DS2 focus on research work in the workflow security. 

4.4.1 WP DS1 : From a tool Grid to a production Grid: Access Control and Encryption in the real world

The most important challenge is that on demand of the middleware data on a Grid may be copied outside the home domain of their owner in order to be stored close to some distant computing resource. To respond to these challenges we propose an access control system that is decentralized and where the owners of some data are in control of the permissions concerning their data. Furthermore, we argue that the access control system must support a delegation of rights that is effective immediately. Grid users also need delegation mechanisms to give rights to processes, that act on their behalf. As these processes may spawn sub processes, multi-step delegation must be possible.

In addition to these usability requirements, the transparent storage and replication mechanisms of Grids make it necessary to implement additional protection mechanisms for confidential data. Access control can be circumvented by attackers having access to the physical storage medium. We therefore need encrypted storage mechanisms to enhance the protection of data stored on a Grid.

We propose in this work package to study two aspects : the access control on one side, and data encryption on the other side. We also want to offer something integrated, with the two aspects interconnected.

In the last year, an implementation on a tool grid of Sygn, a distributed access control, and Cryptstore, a distributed encrypted data storage have been demonstrated on a tool grid (µGrid), at the LIRIS laboratory. The behavior of the algorithms has not been tested against a large number of users nor on a high number of storage resources : The scalability is then more theoretical than practical, and thus feedback from real users has not been collected. 

Integration of this work in a production Grid such as EGEE is of potential high value for the user communities. Unfortunately, these developments have not been included yet in the middleware. Nevertheless, the LIRIS researchers involved in Sygn and Cryptstore already participate (on a voluntary basis) in the EGEE JRA3 (Security part of the EGEE middleware). This group has adopted the principle of Cryptstore, and will implement a slightly different approach in the EGEE middleware. The principle of Sygn is very different from the VOMS approach, but we think that we can have VOMS as a high level management system for fine grain access control of Sygn (Sygn certificates might be considered as attributes of VOMS). 

As a conclusion of this sub work package WP DS1, we believe that : The integration of high level data security is mandatory. The existing tools in the production Grids are not sufficient. Our proposal is clearly feasible in a production grid such as EGEE.

4.4.2 WP DS2 : Workflow Security

In this WP, we propose to investigate access control for workflow management systems (WMS) in computational environments. In order to make grids an option for wider use, grid resources need to support WMS. Some applications (biomedical, business world) requires confidentiality of certain data, the possibility of accounting for the use of shared resources and control over how and when resources are used. This makes it necessary to integrate access control mechanisms into a business oriented Grid-WMS. The complexity of such an approach is due to the cooperative and decentralized nature of a Grid, which makes it necessary to combine policies from different possibly overlapping, domains in order to arbitrate a multitude of interests and reach unified access control decisions. 

The problem of integrating access control mechanisms in a WMS on a Grid raises a considerable number of interesting scientific and technological, but also social issues.

A number of those challenges come from the Grid environment, with its dynamic sets of available resources and/or user community constitution. The cross-organizational structure of a Grid makes it necessary to combine different domains to reach access control decisions. 

The workflow management environment is responsible for different challenges, such as the need to base access control decisions on contextual information (e.g. time, current task in the workflow, previous accomplishment of other workflow tasks). Dynamic access constraints need to be enforced (e.g. a person that has created an order may not be the person that approves this order). As workflows involve detailed task descriptions with fine grain resources involved in every step, the access control system must be able to control these resources at the same fine grain level. For example in a health-care scenario when a medical doctor accesses a patient's file, he may only be allowed to work on the parts dealing with his domain and not on other parts of the same file.

Grid access control and workflow access control each for themselves are current areas of scientific interest. Our novel contribution will be to solve the challenges arising from the combination of both. The first challenge is to enforce cross-organizational security policies in a heterogeneous, dynamic resource sharing environment. The second challenge is the dependence of access control on contextual information, taking into account dynamic constraints and the ability of fine grained control. Further challenges may arise during the requirements studies in the first phases of the project. 

At an international scale, we will cooperate with the KTH at Stockolm on this theme, with who we have already a collaboration (one LIRIS PhD will be in PostDoc there next year – beginning in september 2005). 

This sub work package WP DS2 is clearly more exploratory than the first one, and will need more investigation. It will be done in strong cooperation with the applications who will detail first their typical workflows, and their modeling. 

5.4 Efficient access to the data
Query optimization, in any type of database system is basically to determine, in a considered search space and for a given query, an execution plan close to optimum (or optimum). Optimality of the execution plan among the alternatives is predicted  through the estimations produced by the cost model which mostly combines the statistics on the base data and estimations on the runtime information into an overall metric. Availability of the dependable statistics and runtime information become critical issues since optimization is only as good as its cost estimates [Oza 05]. In this perspective, various solutions to the cost estimate problem have been proposed [Ada 96, Du 92, Gar 96, Zhu 03]. Whatever the solution of the cost model is, the statistics stored in the database catalog are subject to obsolescence notably, so, it is very difficult to estimate the processing and communication costs during the compile time in large-scale heterogeneous databases. Hence, in [Ive 04, Ham 02, Ham 04, Kab 98, Kha 00] centralized dynamic optimization methods are proposed in order to react to estimation errors (i.e. variation between the parameters estimated at compile-time and the parameters computed at run-time) and resources unavailability (i.e. data, CPU, memory, networks). In large-scale heterogeneous database, the centralization of dynamic optimization methods generates a bottleneck and produces a relatively significant message passing on the network and prevent the scalability. Therefore, we suggest to leaning on a programming model on base of mobile agents. This theme corresponds to that of the ACI “Masses de données 2004” Gene Medical GRID: architecture for the management and the analysis of gene-medical data on computing GRID  (http://liris.cnrs.fr/PROJETS/ggm)

Related WP: Query optimization

Related applications: earth science, bioinfoormatics

4.4.3 Privacy-Preserving Data Integration and Sharing

Data integration and sharing have been a long standing challenge for the database community. The six white papers on future research directions published by the database community from 1989-2003 acknowledged the growing need for integrating and sharing data from multiple sources [3, 6, 7, 5, 4, 1]. This need has become critical in numerous contexts, including integrating data on the Web and at enterprises, building e-commerce market places, sharing data for scientific research, data exchange at government agencies and monitoring health crises. Unfortunately, data integration and sharing are hampered by legitimate and widespread privacy concerns. Companies could exchange information to boost productivity gains, but are prevented by fear of being exploited by competitors or antitrust concerns [2]. Sharing healthcare data could improve scientific research, but the cost of obtaining consent to use individually identifiable information can be prohibitive. Sharing healthcare and consumer data enables early detection of disease outbreak [8], but without provable privacy protection it is difficult to extend these surveillance measures nationally or internationally. The continued exponential growth of distributed data in all aspects of our life could further fuel data integration and sharing applications, but may also be stymied by a privacy backlash. It has become critical to develop techniques to enable the integration and sharing of data without losing privacy.
This project brings an integrated research plan to the above problem. We want to achieve the widespread integration and sharing of data, especially in domains of priorities, while allowing

the end users to easily and effectively control their privacy. Toward this end, our research goal is to develop a comprehensive framework that handles the fundamental problems underlying privacy-preserving data integration and sharing, then apply and evaluate the above framework in our application domains. It is important to emphasize at the outset that our research is related to, but significantly different from, research on privacy-preserving data mining. Privacy-preserving data mining deals with gaining knowledge after integration problems are solved. We will develop a framework and methods for performing such integration, as well as understanding and managing privacy for a wider range of types of information sharing. The challenge here is how can we develop a privacy framework for data integration that is flexible and clear to the end users? This demands understandable and provably consistent definitions for building a privacy policy, as well as standards and mechanisms for enforcement.
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4.5 WP5 Earth Sciences

4.5.1 Motivation

Earth Science covers many domains related to the solid Earth, the Ocean, the Atmosphere and their interfaces. The volume and the quality of the observations are increasing due to global and permanent networks as well as satellites. The result is a vast amount of data sets and databases, all distributed among different countries and organizations. The investigation of such data is limited to some sub-sets. As a matter of fact, all those data cannot be explored completely due on one hand to the limitation in local computer and storage power, and on the other hand to the lack of tools adapted to handle, control and analyse efficiently so large sets of data. 

Furthermore, many national and international programmes - both research and operational – in different domains aim to develop large-scale frameworks for monitoring and analysis of earth-system interactions in order to better understand and predict prevailing conditions (now casting as well as long term prediction). This kind of application implies the integration of cross-domain scientific data in large-scale simulation modelling that is necessary for example to improve long-range weather and environmental forecasting, etc. They could also imply software platforms including web services. Civil sector applications bring two classes of requirements: the first concerning short-term forecasting of risks (e.g. of pollution, earthquakes, thunderstorms, hurricanes, volcano eruptions), and the second concerning long-term forecasts for climatic trends. Both require quick access to large distributed datasets and high performance computing resources.

Grid technology has started to increase the accessibility to computing resources. Earth Science has explored the grid technology via European projects such as DataGrid and EGEE in different domains to test the possibility to deploy their applications on a larger scale. The next step will be to develop, chain and port more complex applications, which will lead to original results and new computing paradigms. The tools needed are mainly beyond the skill of any ES laboratories; however the tools will be surely the result of collaboration with computer teams. 

WP 5 Earth Observation

4.5.2- Project description  

In the following part, our needs will be illustrated with three different applications instead of speaking generally. These applications may be considered as testbeds for new developments.

Application 1) Ozone in polar zone (S. Godin-Beekmann, IPSL/Service d’Aéronomie)

2006 will be the International year of Ozone. One goal is the prediction, in quasi-real time, of the ozone concentration in the polar zone. The same scenario will be used to determine the trend of the ozone concentration, since 1980, in both Arctic and Antarctic zone during winter time, period during which the destruction has taken place.

For each day during winter time since 1980, the computation of ozone concentration will be achieved by running a simulation in both polar areas, Arctic and Antarctic. That simulation is based on:

1. A chemical-transport model using the daily meteorological outputs from the ECMWF (European Centre for Medium range Weather Forecasting), ERA40, and 

2. The output of another simulation for the initialization. 

The result outputs will be the winter daily concentrations of around 10 constituents, involved in the ozone photochemistry. The corresponding files will be stored and compared to the available simultaneous measurements obtained with different satellite instruments. 

In order to select the case where the activation of chlorine compounds, responsible for the ozone destruction, is observed on satellite data, data mining on these sets of data will be very useful.

 As all the data needed in this application are already available, the simulations and the data mining can be conducted independently. A simulation concerns the whole winter period and a given pole. As a consequence the simulations for the different years and pole areas are independent and can run simultaneously on different CPUs, being a typical application to be deployed on a grid. For the prediction in quasi-real time, the concerned ECMWF and satellite data are to be first searched on external servers.

All the different operations can be ported manually; however the aim is to integrate these complex operations of ozone destruction into a platform that can routinely provide a prediction in quasi-real time.
Application 2) Analysis of oceanic multi-sensor and multi-satellite images (C. Provost, LOCEAN, IPSL)

Satellite data provide different parameters over the ocean, like sea surface temperature, ocean color, surface winds, sea surface height with increasing spatial and temporal resolution(i.e. 1 km and 1day)… A variety of studies have been carried out, often limited in the number of addressed cases by the large volume of the files and their number. Some sub-sets have been analysed by data mining using a classification method in order to determine regions with the same characteristics and to observe their evolution as a function of time. Some structures, like large gradient variation, filamental structures have been searched and compared. One difficulty is the presence of clouds that mask or provide erroneous values. Most of the data are available on external servers and can be downloaded via web interface.
The possibility to deploy the data mining on all the satellite data and images available is the challenge. The applications may be divided into different goals:

· Classification in different zones according to a given parameter measured with a given sensor aboard a given satellite, 

· Daily, seasonal variations and interannual variability; 

· Intermittent events;

· comparison with data provided by another sensor measuring the same parameter with a different method and/or resolution (or in-situ data);

· comparison with regions obtained with different parameters in order to study their correlation

· Search of structures in time and space (gradients, extreme events, rapid changes, special mesoscale structures like pair of vortices ….)

The tests or limited studies have pointed out the originality of the research and the potentiality of new results.

Application 3) Seismic hazard analysis (J.-P. Vilotte, IPG Paris)

Integration of physics-based models of Earthquakes within information infrastructures provides enormous benefit for assessing and mitigating earthquake risks through seismic hazards analysis. Modern seismic information system should in a short time locate regional earthquakes, determine the earthquake mechanism and produce preliminary maps of ground shaking and deformations by integrating seismologic, geodetic and geological data. Today earthquakes are routinely recorded in quasi real time all around the Globe by global broadband seismological networks.
For each earthquake of magnitude greater or equal to 6, seismologic records on a selected number of stations have to be automatically retrieved from distributed seismologic data collections and selected based on some quality data analysis. At this stage the seismic hazard analysis must include three interconnected pathways:

· A timely data inversion for locating the regional earthquake and determining the source mechanism. In the inversion procedure, a systemic exploration of some space parameters (source time duration, location in latitude, longitude and depth, focal planes) involves several complex operations. 
· In the same time, radar satellite images in a given time window and regional area around the earthquake are retrieved from ESA and stored on the Grid. They must be automatically processed using embarrassingly parallel data processing tools on computational nodes of the Grid. Then interferograms are computed in order to produce maps of the observed ground deformation that are integrated to the results of the previous analysis.

· Finally, a regional earth model for the selected earthquake has to be retrieved from seismologic data bases and automatically meshed. 
The aim of the present project is to integrate these complex pathways of seismic hazard analysis into an information system that can routinely process typically between 10-20 earthquakes each year in a short time.
WP 4.5.3- Main Issues

3.1 Metadata and data
A particular characteristic of ES applications is the need to access both metadata and data. The metadata catalogue permits to select the files corresponding to some given criteria. The RDBS used varies from an application to another. The ones generally used are MySQL, PostgreSQL and Oracle. Recently, metadata base is being developed with geospatial information, like the footprint of satellite orbit, by using MySQL and PostgreSQL. For a given experiment, several metadata catalogues may correspond to the same product, obtained with different instruments or algorithms.  This problem has been addressed by separate metadata bases distributed on separate external servers, some of them controlled by OGSA-DAI. 

Access controls, restriction and security are needed on both metadata and data. Data may be confidential and/or accessible only for a given group of users and for a given period of time, for example, until publication of some new results. Data access policy varies depending on the origin of the data and time of production. Some products can be made freely available on the web after two years (having informed the data producer and proposed him to be co-author or acknowledged only), while other products may be used free of charge for scientific but with charge for industrial and commercial purposes. Certain types of products, e.g. European satellite data, are only made available to users working on approved projects.  In some cases, a personalized accounting has to be set up in order to know the users and make them paying if needed. As a consequence, the ES application community needs secure and restricted access to both metadata and data, although encryption is not required. 

It is therefore necessary to be able to define access rules and capabilities at the level of group and subgroup in a virtual organisation, and provide an accounting to know the user and make it paying if needed.

3.2 Information system
So far, the metadata, data and algorithms are mainly used by scientists that are experts in the domain. In some larger applications, especially where there is integration of cross-domain scientific data, information system will be useful. Information system will also permit to make decision to choose the right path for an application. Some examples follow for seismology but the need has come for other applications: 
Knowledge representation and reasoning techniques: to manage the heterogeneity of the models and to capture the relationships between the physical processes and the algorithms, the algorithms and the simulation and data inversion codes. 
Digital library technology with knowledge-based data management tools to access existing various data catalogues, and to incorporate collections of data generated by physics-based simulations.  

Interactive knowledge acquisition techniques for the Grid to enable users to configure computational and storage resources; as well as to select and deploy appropriate simulation and data inversion integrating seismologic, geodetic (GPS, InSAR satellite image) and geologic data sets.
3.3 Data mining

The need of efficient Data mining tools is shown in the Ocean application; however it is present in the other applications. It will be useful not only to long term exploration but also to select data for real-time application.

WP 4.5.4- Community and expertise involved

The persons involved in this proposal are some of the scientists of the Institut Pierre Simon Laplace (IPSL) and of the Institut de Physique du Globe de Paris (IPGP), part of the ES community. They have been involved in Grid projects, DataGrid and EGEE. They have ported applications on Earth Observation by satellite and Seismology. On the Jussieu Campus they have a close collaboration and share the same EGEE node. M. Petitdidier (IPSL) has been the coordinator of Earth Science applications in EGEE

.  

The application “Earth Observation” has acquired an expertise and experience about metadata bases using the RDBS, MySQL, on Grid. As a matter of fact, to validate data it is necessary to look for satellite data located in an area around the ground-based sites. 7 years of satellite ozone profiles were produced/or ported on EGEE, they represent 38 500 files per algorithm; 2 algorithms being tested completely i.e. 77 000 files, another partially but using a different way to store the data i.e. 78 000 files. The validation has been carried out by selected the satellite ozone profiles located over a given site by queries addressed to the corresponding metadata bases. In DataGrid the databases are first located on a server outside the Grid infrastructure. Then a replica metadata catalogue, part of the middleware, was tested with and without VOMS. In EGEE the metadata bases are located on a server outside EGEE with an access control provided by OGSA-DAI. We have not yet tested the capability of the new version of the middleware, gLite. Recently, Geospatial information are introduced in the metadata to determine the footprint of the orbits and then to facilitate the search of profiles in a given area. 

One of the application “Seismology” involved complex simulation in MPI, that run with 4 CPUS as well as with thousand of CPUs, according its complexity. The other application has been an application on alert when a major earthquake occurs. The Grid permits to have enough resources to have the results in the framework of one day.

4.5.5. Expected results and impact

In order to explore new fields by developing the application at a large scale, ES needs to benefit of new informatics tools or architecture, if existing or to be developed. 

The points that are important are the following:

· Control access to distributed metadata and data bases created with different RDBS  

· New points: need to associate to the data, simulation…Information system: knowledge representation and reasoning, digital library

· Data Mining : on very large and distributed multi-sensor and multi-satellite data sets, the data set being constituted of time series of image or of n-dimension data, like for 4D: altitude, horizontal components and time. The kind of data mining asked for concern the classification of zone in an image, and the search of a given structure, like gradients, minimum zone…

· Workflow of integrated application like platform for seismic hazard analysis, or prediction of polar ozone

· Integration of web services 

Some of these expected results may lead to use semantic mediation, and create warehouse.

The applications chosen as testbeds are very generic in ES community. Then the impact of solutions to those blocking points in ES domains will lead to very new results and efficiency to answer relevant questions.
4.6 WP Life  sciences

4.6.1 Project description
The awarness of grid technologies in the health comunity has increasingly raised in the past five years. Although there was a priori few interest for computing technologies in this comunity, the needs for large data manipulation and analysis has lead to identify areas where applications can highly benefit from a grid infrastructure. Early in the European DataGrid project (2001-2004, http://www.edg.org/), the biomedical applications have been identified has a pilot area for steering grid development and testing grid infrastructures. In the same time, the international comunity has been increasingly active in the area of grids for health as demonstrate the multiple conferences (see HealthGrid, http://www.healthgrid.org/, or Biogrid, http://www.cse.uconn.edu/~huang/BioGrid-05/ , for examples) and research program appearing (see MEDIGRID, http://www.creatis.insa-lyon.fr/MEDIGRID/, or BIRN, http://www.nbirn.org/, for example). 

The biomedical applications area is one of  the two pilot application fields considered in the EGEE project. It has demonstrated the relevance of grids for that kind of application with the deployment of more than a dozen of applications in the fields of medical image analysis, bioinformatics and molecular structure analysis in a production environment. In all these fields, the current acquisition devices enable the acquisition of tremendous amount of data. Usually, the data produced are stored locally, on-site, and data exchanges are limited or require a human intervention. In the worst cases, data is just lost by lack of storage resources. The pilots deployed in the EGEE project could benefit from the grid capabilities to distribute, store, share, and process such data. 

 4.6.2 Applications to medical image analysis

Medical images analysis requires image processing algorithms that are often costly and which complexity usually depends on the size of the processed images. Although the analysis of a couple of medical images is usually tractable on a standard desktop computer today, larger computing needs are expressed by many emerging applications such as statistical studies or epidemiology for which full image databases need to be processed and analyzed, human body modeling, knowledge databases assembling for assisted diagnosis, etc.

Beyond the need for computing power, the medical data management is crucial for many medical application and raises the most challenging issues. The medical data is distributed by nature overt the various sites participating to its acquisition. It represents tremendous amounts of data: a simple radiological department will produce more than 10 TB of data each year. This leads to a yearly production over the country of more than 1 PB, most of which is simply not archived in a numeric format by lack of storage infrastructure.

The grid infrastructure and the middleware services are expected to ease application development by providing tools suitable for medical data management. It should ensure a coupling between data management and processings, taking into account the complex structure and sensitivity of medical data. 

2.1. Main Issues

The needs of medical image processing are complex both in terms of processing and data manipulation. Simple batch-oriented systems used for cluster computing are often not flexible enough. Medical applications may deal with a very large number of individually short tasks (for which classical batch computing is inducing a too high overhead), with complex application workflows, with emergency situations, or with interactive applications.

In terms of data management, medical images have to be considered in conjunction with associated medical data (patient related metadata, image acquisition metadata...). A physician cannot produce a medical diagnosis on the base of an image alone: he needs to take into account all the patient folder (context, history...). The medical data structure is very complex and there are few standards for enabling data exchanges, when they are used at all. Enacting indexation and search of medical images are therefore crucial to face the increasing volume of medical image data produced.

Most medical data is sensitive and the identification of persons from whom the data originates should only be possible for a very limited number of accredited end users. Although security enabling techniques may be well known (data encryption, pseudonimisation, ...), the security policies expression and their enactment is a complex problem. On a grid infrastructure, this problem is even more complex due to the distribution of data and (on sites shared by many application areas where site administrators are not necessarily accredited to access medical data) and the wide extension if the users community.

Many medical image analysis applications are require a human supervision with a more or less high degree of interactivity. This introduces specific constraints on the submission procedure as feedback must be fast enough for a human users to interact with the running remote processes. Moreover, medical image analysis procedures are often assembled from basic software components by building complex workflows. The easy representation and the efficient execution of such workflows is a key to the success of these applications. Given the size of the data to be manipulated, data transfer are costly and the scheduling of workflow needs to take into account the dependencies on data and data location in order to efficiently user the grid resources.

3. Application to Bioinformatics

Understanding biological data produced by large-scale discovery project, as complete genome sequencing projects, is one of major challenges in Bioinformatics. These data are published into several international databases. Thus, bioinformaticians need, for most analyses, an efficient access to these updated biological data integrated to relevant algorithms. Today, this integration has been done in several bioinformatics centers with web portal technology. But the size of these data is doubling each year, and scalability problems are now appearing. Grid computing could be a viable solution to distribute and integrate these genomics data and bioinformatics algorithms. But these software programs have different computing behaviours that the graid can suit: access to large data file such as sequence banks, long computation time, part of a workflow, …

2.1. Main Issues

Biological data represent huge datasets of different nature, from different sources, with heterogeneous model. They can be protein three-dimensional structure, functional signature, gene expression signal, … And to store and analyzed these data with computing tools, they have to be translated into different type such as (i) alphabetical for genes and proteins, (ii) numerical, for structural data from Xray crystallography or NMR, or (iii) imaging for 2D-gel.

All these data are then analyzed, cross-checked to databanks, used to predict other ones, published into scientific journals (and papers are also cross-linked to biological data), or into world-wide databanks
An important specificity of biological data is that these databanks have to be kept up-to-date periodically. These updates mean that the banks will have a new major or minor release number, but have to be available exactly on the same way than before: under the same filename, under the same index in a DMBS, … Moreover, some data are dependant of others: for example, pattern and profile for sites and functional signatures are built on the multiple alignment of a whole protein family. Then, due to the daily publication of new data, the data link to the new data need also to be updated. For example, the discovery of a new protein belonging to an existing protein family, or the correction of an old one, will modify the sequence alignment of the family, and then the pattern or the profile could be affected by this new data. In the last years, the world-wide databanks like Swiss-Prot ,TrEMBL, GenBank or EMBL have doubled the volume of their data each year

The grid infrastructure and the middleware services are expected to ease application development by providing tools suitable for biological data management. It should ensure a coupling between contents and tools integration, taking into account the complex structure and sensitivity of medical data, as in medical imaging.
3.2. Community and expertise involved

The bioinformatics user community already deployed a significant number of applications in the framework of the EGEE project, among which can be cited:

· GPS@ (Grid Protein Sequence Analysis): grid portal devoted to molecular bioinformatics. GPS@ is integrating databases and algorithms for proteins sequence analysis on the EGEE grid The current version is available for experimental dataset analyses on the LCG2 platform. GPSA is a porting experiment of the NPSA (Network Protein Sequence Analysis) portal onto the grid.

· GridGRAMM (Molecular Docking web): a simple interface to do molecular docking on the Web. It currently can generate matches between molecules at low or high resolution, both for protein-protein and ligand-receptor pairs. Results include a quality score and various access methods to the 3D structure of the complex (image, coordinates, inmersive Virtual Reality environment).
· GROCK (Grid Dock , Mass screenings of molecular interactions web): The goal of GROCK is to provide an easy way to conduct mass screenings of molecular interactions using the Web.Grock will allow users to screen one molecule against a database of known structures.

· Docking platform for tropical diseases: high throughput virtual screening platform in the perspective of in silico drug discovery for neglected diseases. First step for the EGEE project is to run several docking software with large compounds databases on malaria and dengue targets. 

The community is composed of application developers with an informatics and/or biological background, bringing a very high expertise level. An enlargement of the user community to biologists is expected in the coming years through for example Web portals.

3.3. Timeline

M3 : share expertise and schema for biological data and bioinformatics tools

M12 : biological databases for protein sequence analysis used as models for the content integration on the platform

M24 : bioinformatics software programs integrated on the infrastructure on top of the security and workflow services

M36 : production of scientific results and report on security and workflows.

4. Collaboration within the project

The GATE, SiMRI3D, gPTM3D, bronze standard, GPS@ and docking platform applications mentioned above are developed by French partners (LPC, CREATIS, LRI-LAL, I3S and IBCP) already interacting and working together inside the EGEE biomedical applications activity (5 FTEs funded for the whole Biomedical activity). The French federation is leading the biomedical applications activity inside the EGEE project and the experience with grid technologies in this area is very high. Moreover, many thematic research are lead by partners participating to the ACI-GRID or ACI-MD programs such as ACI-GRID MEDIGRID and GriPPS, ACI-MD AGIR and GEDEON

5. Expected results and impact

The aims of the medical image analysis community will be to:

· collect experience among participants regarding medical image and biological data, with associated metadata representation and storage;

· identify applications for deployment and suitable data structures;

· identify data sets that can be shared and distributed taking into account the medical constraints;

· test the data access security provided;

· deploy data-intensive applications on the infrastructure to demonstrate the benefits of grid computing;

· test the workflow engine provided;

· produce scientific results.

Consequently, the results expected are:

· description of data schemata for  medical and biological data used by the applications;

· sets of medical image and biological databases on the grid;

· applications running on the infrastructure and producing scientific results (dependent on the application deployed);

· a report on the security achievements and problems encountered;

· a report on the workflow engine.

2.2. Community and expertise involved

The medical image analysis user community already deployed a significant number of applications in the framework of the EGEE project, among which can be cited:

· GATE (GEANT4 Application to Tomography Emission): a radiotherapy modeling and planing tool. The grid is used for medical data archiving and costly computations involved in the Monte Carlo simulator.

· CDSS (Clinical Decision Support System): an expert system based on knowledge extraction from anotated medical data bases. The grid is used as a mean to transparently access the data for the distributed community of medical users and for sharing data bases together with data classification engines developed in various areas.

· Pharmacokinetics:  this is a tool for studying perfusion images in abdominal Magnetic Resonance Images. The grid is used for accessing the complex and large data sets involved in such a medical study, and for performing the costly 3D registration computations.

· SiMRI3D: is a Magnetic Resonance Images simulator which uses a parallel implementation for the calculus of the physical laws involved in the MRI phenomenon.

· gPTM3D (Poste de Traitement Médical 3D): is a medical data browser and an interactive medical images analysis tool. It has shown how a batch-oriented grid infrastructure can be used to satisfy the need of an application with highly dynamic processes through an application level agent scheduling policy.

· Bronze standards: is an application dedicated to validate medical image registration procedures and algorithms thanks to the largest available data sets and using the largest possible number of registration algorithms. The grid is used for accessing the data involved and managing the complex workflow of the application.

The community is composed of application developers with an informatics background, working with medical partners bringing their expert knowledge on the clinical needs. Given the number of projects currently being developed, the expertise level is very high. Some of the application are reaching the point of being put in production and an enlargement of the user community to medical end-users is expected in the coming years in some fields.

4.6.3 Collaboration within the project
The GATE, SiMRI3D, gPTM3D and bronze standard applications mentioned above are developed by French partners (LPC, CREATIS, LRI-LAL, and I3S respectively) already interacting and working together inside the EGEE biomedical applications activity (5 FTEs funded). The French federation is leading the biomedical applications activity inside the EGEE project and the experience with grid technologies in this area is very high. Moreover, many thematic research are lead by partners participating to the ACI-GRID or ACI-MD programs such as the MEDIGRID project (http://www.creatis.insa-lyon.fr/MEDIGRID, participants: CREATIS and LIRIS), or the AGIR project (http://www.aci-agir.org/, participants: LRI, I3S, CREATIS).

4.6.4 Expected results and impact

The aims of the medical image analysis community will be to:

· collect experience among participants regarding medical image and associated metadata representation and storage;

· identify applications for deployment and suitable data structures;

· identify data sets that can be shared and distributed taking into account the medical constraints;

· test the data access security provided;

· deploy data-intensive applications on the infrastructure to demonstrate the benefits of grid computing;

· test the workflow engine provided;

· produce scientific results.

Consequently, the results expected are:

· a description of a medical data schema;

· a set of medical image databases;

· applications running on the infrastructure and producing scientific results (dependent on the application deployed);

· a report on the security achievements and problems encountered;

· a report on the workflow engine.

4.6.5 Timeline
M3 : share expertise and medical data schema

M12 : medical image databases

M24 : application enabled on the infrastructure on top of the security and workflow services

M36 : production of scientific results and report on security and workflows.

WP 4.7 Astrophysics 
WP 4.8 Grid computing applied to particle physics
4.8.1  Motivations of the community
Since now several years the particle physics community plays a major role in the development of the grid computing. The high level motivation of this community is driven by the nearby start-up of the Large Hadron Collider (LHC) at CERN and the data taking of the four associated experiments ALICE, ATLAS, CMS and LHCb. In these experiments, the collision rate will grow from 100 million per second in 2007 up to 1 billion per second in 2010. The highly sophisticated trigger electronics of the experiments will select about 100 events per second of high physics interest. The amount of produced raw data remains nevertheless at a level of 10 to 15 peta bytes per year which is several levels of magnitude above the one reached in any previous experiment.

 4.8.2 Description of the foreseen computing models

In order to overcome the LHC challenge, the particle physicists have decided to join the LHC Computing Grid (LCG) [Hep01] project putting together there computing and storage resources located all over the world in Europe, Asia and America. Since the aim of the LCG project is to deploy the grid infrastructure needed to reconstruct, analyse and simulate the four LHC data, LCG has a strong connection to the Enabling Grid for E-sciencE (EGEE) [Hep02] project. The LCG project participates strongly to the development of the EGEE grid software (middleware) and as a consequence uses heavily the EGEE middleware for its implementations. Similarly to EGEE, the physics collaboration users (physicists and software engineers) are grouped into virtual organisations (V0) which have in charge the development of the applications needed to treat the detector data.
To meet the demands of LHC data analysis, a particular form of hierarchical Grid has been proposed as the appropriate architecture by the computing models [Hep03]. The LHC data are distributed and treated in computing centres, located all over the world and the proposed hierarchy consists of four levels of resources noted from Tier-0 to Tier-3. The Tier-0 facility, localized at CERN, is responsible for the archival and the pre-processing of the raw data coming from the detector event filters. After pre-processing, the data are sent to Tier-1 facilities (from 6 to 10 depending on the experiment) located all around the world and having a mass storage strong enough to store a large fraction of the data. In order to guaranty the raw data archives they are mirrored on tape between Tier-1 facilities. The activities of the Tier-1 facilities will be the reconstruction of the raw data as soon as need calibration constants will become available. The reconstruction software will produce the Event Data Summary (ESD) and the reduced Analysis Oriented Data (AOD). The AOD’s are copied to the all Tier-2 facilities localised at a regional level and used by a community of about 20 to 100 physicists to analyse the data. At the same time the Tier-2 facilities are foreseen to produce the simulated events needed to make the analysis tasks and those data are archived at the Tier-1 facilities. Tier-2 facilities will not have any expensive and heavy to operate mass storage equipped with magnetic tapes so all data will stay on disks. Finally, Tier-3 facilities located at the laboratory level will be used in order to make the last analysis steps needed for physic results publication. They could be made of just the physicist laptops or an online analysis cluster.

The organization of computing resources in a Grid hierarchy provides the following important advantages : resources will be presented as part of a unified system, allowing optimal data distribution, scalable growth and efficient network use.

Actually the LCG grid prototype is manly used during the data challenge (DC) periods to run the simulations, the reconstruction and more recently the analysis jobs for the four LHC experiments. At each new DC the amount of processed data increases significantly in order to approach more and more the LHC real conditions. Other periods called service challenges (SC) are reserved to tests the throughput of the network and the newly developed data transfer tools. Many steps have been achieved but tests under real conditions of usage of the LCG grid, where all Tier facilities will do there specific job at the same time, have not been performed yet. This will need much more resources than existing right now both in storage space and in computing power.

One should also note de global tendency in the whole community to migrate to the grid computing model. In order to profit from this emerging tool, the particle physics collaborations from the BaBar, CDF, Dzero and Zeus experiments have decided to adapt there software to the grid.
 4.8.3 Main issues to be addressed

The reconstruction and summarizing of the raw data under the AOD format will reduce the event size by almost a factor 20. Nevertheless disk storage needed in the Tier-2 facility stays very high. A mean Tier-2 facility used by the four LHC experiments will need in 2007 around 400 Tb. In 2012, after 5 years of data taking the needed space will grow up to 5.3 Pb. Building such a large disk storage capacity is a real challenge. To achieve the performance optimization of such a device it will necessary to solve serious and complex software and hardware problems. On the other hand, due to the continuous increasing of the network throughput it will be soon possible to join the resources of geographically close laboratory in order to build easier new Tier-2 facilities. Since in France the efforts have been concentrated on the setup of a Tier-1 centre in Lyon
, we are rather late and short in terms of Tier-2 facilities and so this opportunity is for us of first importance.

The simulation work in the Tier-2 facilities will not be a problem as long as the network between them and Tier-1 facilities is maintained at the requested level. The work is usually planed and the jobs are mainly computing power consuming. This part of the work together with the data transfer from Tier-0 to Tier-1 will be tested in the next SC3 service challenge.

The analysis work will be much more complicated. There will the coexistence of both chaotic analysis activities induced by the physicist work and more planed analysis work induced by the physics working groups. The analysis work will be based on high level hierarchical data (MetaData) describing the main physics characteristic of the events like missing transverse momentum, isolated lepton Energy-momentum and so on. For certain type of physics analysis (low statistics) the first step of analysis will consist in filtering the data in order to extract a small sub sample containing the interesting events. For other analysis the interesting signal will be large and the whole data set will be accessed by the analysis operations. This later type of analysis will be impossible to realize if the performances of the developed storage elements are not high enough. It is therefore of first importance that the evaluation of the technical solutions foreseen to realise the Tier-2 storages are tested in real conditions.

As a consequence, the realisation on a efficient large disk storage element for the Tier-2 facilities will be the main issue to be addressed by this project.

4.8.4 community (and expertise involved)

Both the LCG and EGEE experts from about 7 French particle physics laboratory and there associated technical staff (software engineers) will bring there knowledge and tools to the realization of this project. At the same time the grid user community in that laboratory is growing very fast due to the close LHC start up. The feedback provided by several hundreds of users will be of first importance for the software experts to understand and improve the efficiency of such a large and complex system. 

4.8.4.1  collaboration within the project

Due to the specific partnership between the Tier-2 and the Tier-1 facilities, but also because of the relationship between Tier-2 facilities which have to face common problems, the LCG and EGEE collaborations play a central role in this project. In addition to that some partners of this project have already started to work together in order to build common Tier-2 facilities which are located close but physically separated.

In addition to the LCG internal collaboration and based on our specific computing models, we can identify collaboration themes with computing scientists where the volume of our data and variety of treatments like reconstruction, simulation and analysis will be both a challenge for us and an interesting subject of study for them. Some the one we can think of are :

· The localization of data versus job execution (data to job or job to data) and associated mechanisms for data replication and distribution. The analysis job, with chaotic access to data being the worst case.
· The metadata mechanisms that need to be validated at the Grid level for a very large number of users and huge data samples largely distributed.

· Fault tolerance algorithms, specifically for production treatments that implied tenth of thousands of jobs to be launched. Mechanisms that will need to be implemented at each level of the job execution path, from metadata and data access, to Grid middleware components and farm processing.

· The log information collect and management for monitoring.
WP 4.8.5 expected results and impact

The main expected result will be the realisation of an efficient and scalable disk storage element for the Tier-2 facilities. It is of first importance for us that the French LCG community made up his lateness with respect to our close European partners. At the same time we expect that this project, involving researcher in many fields will be fruitful for all of us due to the exchange we could have on many subject like for example the different data treatment techniques, both at the level of the algorithms and the statistical methods.

6) Milestones and deliverables for the following deadlines

M12 : 20% of disk space available and 1Gbit/s connection available between Tier-2 and Tier-1 facilities. Feedback from SC3 service challenge and first use of new file transfer and file system tools.
M24 : 100% disk space available. Test of final tool in SC4 service challenge and processing of first data taken during commissioning period using the final tools.
M36 : First year of data taking, processing and analysis. Feedback from final grid performance in real condition will be available with data from one year of observation.

References:
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[Hep03] The LHC experiment computing models:

               http://www.gridpp.ac.uk/eb/ComputingModels
WP 4.9 Network

4.9.1 Description

The EGEE grid uses the national  research networks in Europe (NRENs), which are federated by the pan-European multi-gigabit research network (GEANT), to connect the providers of computing, storage, instrumentation and applications resources with user virtual organisations.

An operational grid infrastructure in France is a good opportunity for the development of the future production network services:

· To set up a controlled infrastructure on a great number of sites in a global project allows gathering use traces in a real environment which stress the network.

· The end to end control of the network elements linking the users, the storage elements, the computer elements allow the experiment of new protocols and new strategy in order to provide a network quality of service really adapted to the applications requirements.

4.9.2 Main issues to be addressed

The objective of the network activity in this project is to have a pivotal role in:

· The deployment of an operational network between the sites by using the facilities of the new version of Renater (French NREN), particularly the dark fibres dedicated to projects;

· The integration of this network in the EGEE monitoring space and the access to the QoS of EGEE on IP services;

· The networking support for the French community, mainly an overall networking coordination in order to get a network expertise associated with a control on the “French production grid 
network”

4.9.3 Community

This activity concerns the network experts in each resource centre and will be under the responsibility of UREC (Unité Réseau du CNRS).

4.9.4 Collaboration within the project

This activity will collaborate with all the involved communities in the project.

4.9.5 Expected results and impact

The aim is to set up the network infrastructure and services to the French community which need an operational grid to realize its research projects.

4.9.6 Timeline

4.4.3 M3: Start up phase

4.4.4 M12: Initial deployment

4.4.5 M24: Consolidated results

4.4.6 M36: Final results
The recent emerging Grid computing raises many challenges in the domain of performance analysis. One of these challenges is how to understand and utilize performance data where the data is diversely collected and no central component manages and provides semantics of the data.

Existing approaches on performance data sharing and tools integration which mostly focus on building wrapper libraries for directly converting data between different formats, making data available in relational database with specific data schema, or exporting data into XML, have several limitations. For example, building a wrapper requires high cost of implementation and maintenance; wrappers convert data between representations but not always between semantics. Although XML and XML schemas are sufficient for exchanging data between parties that have agreed in advance on definitions, their use and meaning, they mostly are suitable for one-to-one communication and impose no semantic constraints on the meaning of the data. Everyone can create his own XML vocabularies with his own definitions for describing his data. However, such vocabularies and definitions are not sharable and do not establish a common understanding about the data, thus preventing semantic interoperability between various parties which is an important issue that Grid monitoring and measurement tools have to support. Utilizing relational databases to store performance data [9, 10] simplifies sharing of data. However, data models represented in relational database are still very tool-specific and inextensible. Notably, XML and relational database schemas do not explicitly express meanings of data they encode. Since all above-mentioned techniques do not provide enough capability to express the semantics of performance data and to support tools integration, they might not be applicable in Grids due to the autonomy and diversity of performance monitoring and measurement tools.

Data Sharing/Integration in Grids

The Grid provides us with the ability to create a vastly different model of data integration allowing support for dynamic, late-binding access to distributed, heterogeneous data resources. However the opportunities to exploit these new methods of data integration also produce many issues and open questions. One such an issue is the inability to ensure interconnection semantics. Interconnection semantics is the study of the semantics in the interconnection environment for supporting flexible access by meaningfully interconnecting resources in semantic spaces. Interconnection semantics concerns:

· Single Semantic Image: mapping sources into a single common semantic space to enable resource utilization to be independent from their type and location.

· Transformation and Consistency between semantic spaces: classification semantics, layout semantics, logical semantics, and concurrent semantics.

· Realize semantic-based storage and retrieval in scalable large scale-network environment.

This project will develop the technology needed to semantically access large scale distributed databases. While the emphasize will be on general techniques for data sharing, the project will work in the context of diverse but particularly relevant problem domains, including earth science, astrophysics, biomedical and particle physics. Involvement of domain experts from these fields in developing and testing the techniques will ensure impact on areas of international importance.  

To address the above problems, we will develop solutions to the following fundamental problems:

Schema matching: To share data, sources must first establish semantic correspondances between schemas. How can we develop semantic-based schema matching solution? Making semantics (i.e. metadata and ontologies) explicit can happen in many ways, depending largely on content types and usage environments. 

Querying Across Sources: Once semantic correspondances have been established, we can start querying across the sources. How do we query the sources such that all the relevant results are disclosed? 

Object Matching and Consolidation: Data received from multiple sources may contain duplicates that need to be removed. In many cases it is important to be able to consolidate information about entities (e.g., to construct more comprehensive sets of scientific data). How can we match entities and consolidate information about them across sources?

Intellectual Merit: This research will advance the fields of data sharing, as well as data modeling and communication with respect to large-scale distributed scientific databases. Results will include new ways of semantic-based access, data sharing techniques that control information access, and data integration methods that utilize domain knowledge such as standards to address real-world sharing/integration issues. The outcomes will have wider merit as well, opening new possibilities based on the ability to share data. We will use problems of international priority to exemplify the challenges faced. One will be integrating earth science and medical datasets, which often faces complex semantic mappings involving schema and value mapping. 
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Introduction

Integrating and sharing data from multiple sources has been a long-standing challenge in the database community. This problem is crucial in numerous contexts, including data integration for enterprises and organizations, data sharing on the Internet, collaboration among government agencies, and the exchange of scientific data. Many applications of national importance, such as emergency preparedness and response; as well as research in many scientific domains, require integrating and sharing data among participants.
The goal of a Data Integration system is to provide a uniform access to a set of heterogeneous data sources, freeing the user from the knowledge about the data sources themselves. The problem of designing effective data integration systems has been addressed by several research and development projects in the last years. Most of the data integration systems described in the literature (see, e.g., [3, 5, 8, 7, 4, 2, 1]), are based on a unified view of data, called mediated or global schema, and on a software module, called mediator that collects and combines data extracted from the sources, according to the structure of the mediated schema. A crucial aspect in the design and the realization of mediators is the specification of the relation between the sources and the mediated schema. Two basic approaches have been proposed in the literature [6]. The first approach, called global-as-view (or simply GAV), focuses on the elements of the mediated schema, and associates to each of them a view over the sources. On the contrary, in the second approach, called local-as-view (or simply LAV), the focus is on the sources, in the sense that a view over the global schema is associated to each of them. Indeed, most data integration systems adopt the GAV approach. 
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Appendix B 
Associated laboratories 

The following laboratories/ institutions/projects have expressed their support to MAGIE:

	Institution
	Contact
	Primary interest

	EGEE
	F. Gagliardi (CERN)
	Grid monitoring, advanced tools

	Institut d’Astrophysique de Paris (IAP)
	F. Bouchet (INSU/CNRS)
	Astrophysics

	CC_IN2P3
	D. Boutigny (IN2P3/CNRS)
	High energy physics, EGEE instrumentation and monitoring

	LPHNE
	F. Derue (IN2P3/CNRS)
	High Energy Physics

	LIP6
	P. Sens (U. Paris 6)
	

	LIP
	P. Primet (INRIA)
	Data transport

	RENATER
	D. Vandrome (RENATER)
	Data Transport

	FR-GRID
	P. D’Anfray (CEA)
	Grid usage for industry


� CCIN2P3, the joined Computing Centre of both the IN2P3 (National Institute of nuclear physics and particle physics) and DAPNIA (CEA Department of Astrophysics, Nuclear physics, particle physics and associated instrumentation staff), located in Lyon is the designed French Tier-1 centre for the LHC.








�Est-ce vu comme uniquement la continuité d'EGEE en France ou comme "la préfiguration" d'une grille de production plus ouverte : le choix du terme n'est pas technique :)  --> Question à Guy ?





